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Abstract

This paper describes an approach to tracking multiple independently moving objects observed from moving
cameras. The method addresses difficulties typically associated with tracking, including changes in back-
ground, parallax in the scene, arbitrary camera motion, object occlusions, cross-overs, and appearance
changes. Using a bottom up approach, independently moving objects are detected in images acquired
from a camera in free motion. These object detection results are then used in a top down particle filter
framework to generate and evaluate object hypotheses. Integrating bottom up and top down approaches
leads to more robust object detection, an improved object representation, and more effective generation
and evaluation of target hypotheses. We demonstrate the effectiveness of the approach on real image
sequences taken from hand-held cameras and from PETS 2005 dataset.
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1 Introduction

Robust tracking of multiple independently moving
objects with unconstrained camera motion remains
an important problem in computer vision. Typi-
cal pitfalls include inter-object occlusions, abrupt
camera or object motion, and changes in object ap-
pearance due to varying viewpoint or lighting [1].
Often assumptions are made to constrain the track-
ing problem in the context of a particular applica-
tion. In this work we attempt to solve the tracking
problem with fewer constraints by integrating two
contemporary object tracking methods:

1. Bottom up methods: Here, the target is
detected by foreground segmentation, curve
fitting, or some image analysis technique and
is matched across frames in the image se-
quence. Bottom up methods are largely de-
pendent upon frame analysis techniques. Ex-
amples include [2],[3], [4], [5].

2. Top down methods: In this case, a set
of target hypotheses is generated and evalu-
ated with respect to the current image ob-
servation; alternatively, the best location of
the target is sought in a hypothesised search
window. Examples include [6], [7], [8].

Previous works have combined bottom up and top
down approaches for detecting and tracking ob-
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jects, e.g. [9, 10]. Ying and Huang [10] com-
bined shape detection with colour cue hypothe-
sis evaluation to increase the robustness of track-
ing. Their method was shown to track success-
fully in the case of a single object viewed from a
stationary camera, but was not completely bot-
tom up as shape detection was carried out only
around hypothesised object locations. Collins et.
al. [11] and [12] implicitly integrated top down
and bottom up approaches in their tracking al-
gorithms. Object detection was carried out us-
ing colour histograms that characterise foreground
and background. The detection result was used
to evaluate the discriminative power of the fea-
ture space in detecting the foreground and back-
ground. The best feature space was then selected
and used in mean-shift and particle filter frame-
works for tracking objects. These methods are not
robust to global appearance changes and sudden
camera motion, while tracking multiple objects, as
they rely on local detection techniques.

The benefit of the proposed approach is that it
can successfully track objects in situations where
neither top down nor bottom up approaches will
work separately. For example, top down methods
are prone to failure when target motion does not
match their motion model, in which case they fail
to generate hypotheses near the target location.
This typically happens when there is sudden ob-
ject or camera motion. Our method overcomes
this by using data association methods [5] to fo-
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Figure 1: This schematic shows the flow of information and

processing in the proposed integration of bottom up and top

down processes for tracking multiple objects. Novel steps

are indicated in bold face.

cus hypotheses in areas where objects have been
detected in the current image. Conversely, bottom
up approaches may fail when an object cannot be
accurately detected in an image, for instance due
to occlusion or sensor noise. Our method handles
this by imposing a top down object hypothesis
evaluation rather than simply using the detected
location as the updated object position.

1.1 Proposed Approach

Figure 1 shows a schematic of the proposed ap-
proach. For detection of independently moving
objects we use a modified version of the scheme
proposed by Kang et. al. in [4]. This technique
is applicable to unconstrained camera motion and
scenes exhibiting strong parallax. The detection
process generates a foreground blob corresponding
to each independently moving object and a like-
lihood for each pixel to be foreground. A data
association algorithm, which includes split-merge
analysis, is used to match objects tracked in the
previous frame to those detected in the current
frame [5]. However as object detection schemes can
fail to accurately locate an object (especially dur-
ing overlay and occlusion), a top down approach
is used to hypothesise and evaluate multiple target
locations around the current mode of the object
state. The inter-frame homography, computed ro-
bustly from bottom up detections, is used to trans-
form object hypotheses from the previous frame to
the current frame. This novel feature of the tracker

makes tracking of objects possible even when there
are sudden jerks in camera motion, missed frames
due to blocking of network bandwidth. Hypotheses
of object size, location, and colour are evaluated by
an integrated approach as described in Sections 3.1
and 3.2. The result of this evaluation is then used
to update existing object models, or create new
ones as required. Although we have shown the
integration using particle filter tracking as the top
down approach, it is also possible to use a mean-
shift tracker.

2 Bottom Up Object Detection

Kang et. al. proposed a robust scheme for moving
object detection from a moving platform in the
presence of strong parallax [4]. Their method de-
tects independently moving regions using the epipo-
lar constraint and the structure consistency con-
straint. The proposed method does away with the
assumption of a constant reference plane and thus
eliminates the need for manual selection of a refer-
ence plane assumed by previous works. We use the
same approach, but with two modifications. First,
the top down method of tracking gives an estimate
of the regions of the image that contains moving
objects, we suppress the use of feature points on
and around these regions from use in parameter
estimation. This leads to more accurate estimation
of the epipolar geometry, and faster convergence.
Second, instead of RAN-SAC we use MAPSAC, a
Bayesian version of MLESAC [13], as described in
[14]. Computation of the fundamental matrix by
MAPSAC is more robust than by RAN-SAC.

The detection process yields two results: (1)the
likelihood of each pixel belonging to a moving ob-
ject due to the epipolar constraint and the struc-
ture consistency constraint, and (2) a binary mask
obtained by thresholding the disparity due to the
epipolar constraint and the structure consistency
constraint. The likelihood of ith pixel at time t, pit,
to be on an independently moving object is defined
as:

Lθ(pit) =

{
1− exp(1− αθθit) if θit ≤ τθ
1 if θit > τθ

(1)

Lψ(pit) =

{
1− exp(1− αψψit) if ψit ≤ τψ
1 if θit > τψ.

(2)
Lθ and Lψ are based on angular difference θit com-
puted based on epipolar constraint and depth vari-
ation ψit computed based on structure consistency
constraint, respectively. For details of the detec-
tion algorithm please refer to [4]. αθ and αψ are
positive weight factors, and τθ and τψ are cut off
thresholds chosen using Otsu’s method [15], in which



Figure 2: Initial detection results for image sequence taken

from a hand held moving camera. The persons sitting on

the side and standing on the left are not detected because

they are not moving.

the intra class variance is minimised. The likeli-
hoods Lθ and Lψ are normalised for each blob and
combined to yield a likelihood for each pixel being
on an independently moving object:

L(pit) = ζLηθ(pit) + (1− ζ)Lηψ(pit) (3)

where Lηθ and Lηψ are normalised values of Lθ and
Lψ respectively, and ζ is a balancing factor. In our
experiments we use ζ = 0.5 The binary mask ob-
tained by thresholding of likelihoods is median fil-
tered and processed with morphological operators,
and formed into blobs by eight connected compo-
nent analysis. On each blob a distance transform
[16] is applied to get weights wη(pit) for building
the non-parametric object model.

Figure 2 shows a detection result for an image
sequence taken from a hand held camera.

3 Top Down Tracking

We demonstrate the integration of the bottom-up
detection and top-down tracking in a particle filter
framework. Particle filter based trackers have four
main components: target representation, observa-
tion representation, hypothesis generation and hy-
pothesis evaluation. In the following sub-sections
we show how the integrated approach leads to bet-
ter target and observation representation and bet-
ter hypothesis generation and evaluation.

3.1 Integrated Target and Observation
Representation

An object is represented by its state Xt and a
colour model. State is represented as

Xt = [xc, yc, b, l]T

, where xc, yc are the centroid co-ordinates and
b, l are the breadth and length of the object in
the image frame. The object colour model H is
represented as a non-parametric histogram H =
h

(u)
u=1...U where U is the number of bins in the his-

togram.

Previous works [7], [6] have shown that not all
pixels contribute equally to the object or observa-
tion model and that better models can be obtained

Figure 3: Left: set of three images shows that distance

transform weight leads to better object model. Right: set

of three images shows Epanechnikov kernel gives non zero

weight for background pixels which leads to object model

pollution as the model is updated.

when the pixels are weighted by a kernel function.
Our contention is that the application of kernel
functions, like the Epanechnikov kernel, can lead
to both drift and poor localisation problems, espe-
cially when the object model is being updated with
new observations. Instead, we integrate the result
of object detection obtained from processing each
frame in order to develop an object and observa-
tion model to be used in the top down hypothesis
evaluation step. A distance transform [16] oper-
ation is applied to the detected foreground blobs,
which gives a weight wη(pit) for each pixel pit in
the blob. Figure 3 show how distance transform
weights yield a better model than Epanechnikov
kernel weights. Note that in the distance transform
weights, the background pixels get zero weight and
do not become part of the model; on the other hand
the Epanechnikov kernel gives non zero weights
to background pixels and they pollute the target
model. The weight ω(pit) for each pixel’s pit contri-
bution in building the model is

ω(pit) = wη(pit)L
η(pit) (4)

where wη(pit) is the normalised distance transform
weight and Lη(pit) is the normalised likelihood (3)
for a pixel to be part of an independently moving
object. The histogram representation is then built
using the following equation

h(u) =
∑

pi
t∈Foreground

ω(pit)δ(g(pit)− u) (5)

where δ is the Kronecker delta function and g(pit)
assigns a bin in the histogram to pixel pit.

Each hypothesis of the object state from the pre-
vious frame gives rise to an observation model K
which is used to evaluate the goodness of the hy-
pothesis with respect to the current frame. The
histogram for the observation K = k

(u)
u=1...U , where

U is the number of bins in the histogram, is gen-
erated in the same way as the object model

k(u) =
∑

pi
t∈Foreground

ω(pit)δ(g(pit)− u). (6)



3.2 Integrated Hypothesis Generation
and Evaluation

Each hypothesis for an object state is evaluated
using colour information and moving object seg-
mentation information. The hypothesis for eval-
uation is generated using a random walk motion
model. Because of the integrated approach each
hypothesis of an object from the previous frame is
transformed to the current frame using the homog-
raphy Ht−1, computed in Section 2. The particles
Xs
t at time instant t are transformed to {Xs

tsh} for
generation of hypotheses for next iteration, Xs

tsh =
Ht−1{Xs

t }. Figure 4 shows how this integration
leads to better hypothesis generation when there
are sudden motion in the image sequence. A like-
lihood function is used to compute the weight of
each particle, integrating the colour and indepen-
dently moving object detection cues as follows:

L(Zt|Xs
t ) = Lcolour(Zc,t|Xs

tsh)× Lfb(Xs
tsh|Zfb,t),

(7)
where Zt is the current observation, comprising
colour Zc,t and foreground segmentation Zfb,t, and
Xs
t is the sth particle. Zfb,t is the measurement of

a foreground blob in the current frame, obtained
after moving object detection and eight-connected
analysis, and association of measurements with tar-
gets. The colour likelihood,

Lcolour(Zc,t|Xs
tsh) = exp (−dc(Ht,KXs

tsh
)/σZc

),
(8)

dc(H,K) =
√

1− ρ(H,K) is based on the Bhat-
tacharyya coefficient, ρ(H,K) =

∑U
u=1

√
h(u)k(u)

and σZc
is zero mean Gaussian noise. H and K are

the object and candidate models (5),(6) and KXs
tsh

is the histogram model of the region defined by
Xs
tsh . The foreground likelihood Lfb(Xs

tsh|Zfb,t)
is based on independent moving blob measurement
and is computed as

Lfb(Xs
tsh|Zfb,t) = exp (−dfb(Xs

tsh, X
m
t )/σzfb

),
(9)

where dfb(Xs
tsh, X

m
t ) =

√
(1− exp (−λ) and

λ = [
(xs

tshc
−xm

c )2+(ys
tshc
−ym

c )2+(bs−bm)2+(ls−lm)2

bs×ls ].
This is only evaluated when data association as-
signs a matching measurement to the object. In

the case of a merge λ = [
((xs

tshc
−xM

c )2+(ys
tshc
−yM

c )2)

(bs×ls) ]
where xMc , y

M
c is the weighted centroid of the de-

tected moving pixels in the region defined by par-
ticle Xs

tsh. For meaningful balanced integration
of cues, the functions for dc and dfb should have
similar behaviour. Figure 5 shows that the plots
of the two distance functions are very similar. In
experiments the value of ρ ranges from 0.4− 0.995
and λ ranges from 0.002 − 1.75. In this range the
behaviour of these two functions are quite similar.

(a) (b)

Figure 4: Improved hypothesis generation brought about

by transforming the particles by the homography computed

by bottom up detection. (a) Hypotheses without homogra-

phy transform. (b) Hypothesis after homography transform.
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Figure 5: Left is the plot of dc against (1 − ρ(H,K)) on

x-axis, for matching colour observation. Right is the plot of

dfb against λ on x-axis. Both plots are quite similar.

3.3 Model Update

To handle the appearance change of the object due
to variation in illumination, pose, distance from
the camera, etc., the object model is updated us-
ing an auto-regressive learning process, which is
similar to the model update used by [7]

Ht+1 = (1− α)Ht + αHest
t . (10)

Here Hest
t is the weighted histogram of the region

defined by the mode of the particles used in track-
ing the object, and α is the learning rate. The
higher the value of α the faster the object model
is updated. The model update is applied when
the likelihood of the current estimated observation
Zesttsh with respect to the object state Xo

t , given by

L(Zt|Xest
t ) = Lcolour(Zc,t|Xest

t )× Lfb(Xest
t |Zfb,t)

(11)
is greater than an empirical threshold.

4 Results

We demonstrate tracking on image sequences of
people and vehicles. The image sequences were
taken using hand held cameras and from the PETS
2005 data set. For people we used random walk ob-
ject dynamics to update the particles. For vehicles
we used constant velocity object dynamics.

Figure 6 shows the improvement in tracking and lo-
calisation brought about by integrating bottom-up
and top-down methods versus a top down method
(particle filter) which uses colour to track objects.
Figure 6(a) and (b) shows the localisation and track-
ing by top down method. There is less accurate
localisation of objects which leads to corruption
of the object model during update. Accumula-
tion of errors in the object model as tracking pro-
gresses leads the tracker to drift to a background



(a) (b)
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Figure 6: (a) and (b) shows tracking by top down method

using colour cue. (c) and (d) shows the tracking result using

the proposed integrated approach. There is improvement in

localisation and tracking of people.

Figure 7: This figure shows the success of tracking in spite

of significant changes in the appearance of the objects.

region. Figure 6(c) and (d) shows the improve-
ment in tracking and localisation using the pro-
posed integrated approach. The improvement in
localisation is due to integration of the bottom up
detection in modelling the object and also while
evaluating object hypotheses.

Figure 7 shows that the integrated approach to
tracking works robustly even when there are sig-
nificant changes in the appearance of the objects.

Figure 8 (a) and (b) shows how tracking is lost
when there is sudden camera motion and motion
blur when objects are being tracked by top down
method using colour cue. Figure 8 (c) and (d)
shows that tracking robustly continues in spite of
motion blur and sudden camera motion by the in-
tegrated approach. Figure 9(a), (b), (c) shows suc-

(a) (b)

(c) (d)

Figure 8: (a) and (b) shows the loss of tracking due to

motion blur and camera shake. (c) and (d) shows correct

tracking result using the proposed integrated approach to

tracking in spite of motion blur and camera shake.

(a) (b)

(c) (d)

Figure 9: The images (a), (b), and (c) here show successful

tracking when object cross over and there is almost complete

occlusion.

cessful tracking of objects during crossovers of ob-
jects with the proposed integrated tracking method.

Figure 10 shows successful tracking of vehicles in
a sequence taken from PETS2005 data set. Dur-
ing almost complete occlusions, separate bottom
up or top down methods are certain to fail, as
seen in 10 (b) and (c). When both methods are
integrated then vehicles are successfully tracked in
spite of the sustained occlusion by the trees. When
bottom up detection fails to detect the object and
only parts of the object are detected from behind
the trees, hypothesis evaluation with the proposed
object representation correctly locates the object.
Quantitative tracking results for sequence egtest04
of the PETS2005 data set is shown in Figure 11.
The proposed method outperforms other reported
results 1, correctly tracking the objects in 55.56%
of frames. A track is considered correct when there
is overlap between the ground truth bounding box
and the tracker’s target bounding box. The next
best tracker reported is a particle filter, shown to
achieve 40.44% success. This is the most difficult

1http://www.vividevaluation.ri.cmu.edu/results.php
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Figure 10: Successful tracking when vehicles undergo

severe occlusion by trees.
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Figure 11: Quantitative evaluation of different methods

on egtest4 sequence of PETS2005 data set. The proposed

method outperforms other reported methods.

sequence for tracking available in the dataset.

5 Conclusion

An integrated approach to tracking multiple ob-
jects in image sequences obtained from a moving
camera has been proposed and demonstrated. The
proposed approach was able to track objects in
spite of changes in appearance, moving camera, ob-
ject cross overs, and severe occlusions, and outper-
formed existing methods on a standard evaluation
sequence. In future we will explore integration in
mean-shift tracking as a top down approach and
the possibility of real time tracking by relaxing the
quality of detection by the bottom up method.
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